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Abstract—Colored glass, which is commonly seen in modern
city life, often degrades images taken through it with cooccurring reflection and color bias due to its optical property of
simultaneous transmission, reflection, and wavelength-selective
absorption. Recovering the clean background behind colored
glass is inherently challenging due to the mutual interference
of two degradations within a single mixture observation, and has
barely been specifically considered by existing image restoration
methods. In this paper, we aim at realizing faithful background
scene recovery for an image taken in front of colored glass. We
first analyze the formation model of mixed degradations caused
by colored glass, and propose a cooperative framework to address
the mutual interference problem, featuring a novel glass color
invariant loss and progressive refinement. Besides, we propose a
data synthesis strategy for network training. Experimental results
on our newly collected real-world dataset show that our proposed
method achieves state-of-the-art performance.
Index Terms—Image restoration, colored glass.

I. I NTRODUCTION
OLORED glass is a kind of commonly used material in
urban constructions for both aesthetic and engineering
needs, which is believed to have a vast global market with
billion-level valuation. Specifically, as shown in Figure 1,
plentiful skyscrapers use large areas of colored glass for
windows, in order to make the shiny and modern appearance
of the buildings, and also provide an effective protection for
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Fig. 1: Contemporary city buildings decorated with colored
glass of different colors.

interior environments against heat and UV rays. However,
we can also find that when we take a photo through such
colored glass windows, with reflection and absorption effects
coexisting alongside the transmission, colored glass largely
degrades the visibility of the background scene behind it, negatively influencing subsequent understanding for the captured
scene. Thus, how to improve the visibility of the background
scene behind a colored glass plate becomes an interesting topic
with considerable practical value to investigate, for which no
specific study has been made.
To formulate this problem, considering the multiple effects
in the light transport process, we first roughly express the
formation of the mixture image I captured through colored
glass as:
I = g (B, λ) + f (R),
(1)
where B and R denote the lights emitted by the background scene and reflected scene, respectively. Correspondingly, g(·, λ) denotes wavelength-selective degradation of B
caused by light absorption during light transport through
colored glass. f (·) denote variation of R before getting into
camera, and it is assumed wavelength-independent according
to the Fresnel’s equation, where the reflectivity is only relevant
to incident angle and glass refractive index [18]. Thus, g(B, λ)
and f (R) represent the transmitted and reflected irradiance
that finally reaches the camera sensor, respectively, and a
combination of them forms I as shown in Figure 2, where
f (R) occludes the light emitted by B and g(·, λ) makes I
appear bluish color.
One challenge for this problem is the color bias caused
by g(·, λ). Due to the wavelength-selective light absorption
of colored glass, g(B, λ) received by the camera sensor is
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color invariant loss is introduced to balance the influence from
color bias. Furthermore, we propose a way to generate training
images based on the new formation model and collect a realworld dataset by capturing real scenes through colored glass.
We summarize the main contributions of this paper as follows:
•

Image degraded by colored glass

Clean background
•

•

Reflection removal (RR)

RR + Color correction

Proposed method

Fig. 2: Colored glass induces reflection occlusions and global
color bias to the scene behind it (upper row). The proposed
looking through colored glass method can more clearly remove
the mixed degradation than existing reflection removal method
[27] (bottom left), and a naive combination of reflection
removal [50] and color correction model [2] (bottom middle).

always with distorted color, which degrades the visibility
of the background scene. The existence of g(·, λ) makes
previous methods designed for colorless glass easily fail on
images captured through colored glass. For example, as shown
in Figure 2, existing reflection removal methods (e.g., [27])
designed for the colorless glass cannot correct the distorted
color although the background is partially recovered.
The other challenge comes from the mutual interference between f (R) and g(·, λ) in the optimization process.
From Equation (1), to recover the clean background B,
the models need to simultaneously solve the co-occurring
reflection f (R) and color bias function g(·, λ) from a single
observation. The two degradations both get involved in the
modeling of each other from the mixture, thereby increasing
the ill-posedness of the problem, which we describe as the
mutual interference within the mixed degradation. Without
considering such mutual interference, the result obtained by
naively attaching a color correction module (e.g., [2]) to
existing reflection removal model [50] still shows obvious
residue edges and color bias as shown in Figure 2, which
challenges the robustness of existing methods.
In this paper, we define this problem as “looking through
colored glass”, which aims at background scene recovery from
an image taken in front of colored glass, which is a more
general case for glass-related image restoration compared to
the colorless-only case in reflection removal. To address the
above challenges, we propose a colored glass degradation
formation model by investigating the physical process of
light transport through colored glass. Then, we propose two
modules to separate g(B, λ) from I and then correct the color
by further extracting B from g(B, λ) according to the model
we derive. As shown in Figure 3, instead of handling the cooccurring reflection and color bias isolatedly, the two modules
are linked by a progressive refinement strategy to boost the
performance of each other cooperatively. Particularly, a glass

We discuss the problem of looking through colored glass
for the first time and physically analyze its degradation
formation model.
We propose a cooperative two-module framework with
glass color invariant loss and progressive refinement to
address the mutually interfered degradations caused by
colored glass.
We create a colored glass dataset to facilitate solving this
problem, containing both synthesized data based on the
analyzed model and collected real images.
II. R ELATED WORK

A. Reflection-related methods
One category of reflection-related vision methods focuses
on removing reflections or specular highlights for enhancing
background visibility. Early non-learning reflection removal
methods exploited algorithm-specific assumption constraints
to address the ill-posedness of solving for the reflections from
the mixture image, including the sparsity of gradients [6],
[25], short-tailed edge distribution, different blurriness level
[28], [48], and ghosting effects caused by glass thickness
[36]. Multiple-image based methods were also proposed to
distinguish the transmission and reflection layers by comparing
multiple inputs with different capture conditions to find motion
based cues [9], [17], [23], [39], [40], [54] or polarization cues
[23].
Recently, in the context of deep learning era, most methods refer to convolutional neural network models to realize
data-driven single image reflection removal (SIRR). Learning
based SIRR methods mainly focus on facilitating learning the
mapping from mixture image to clean image with different
network structure or learning loss designs [11], [19], [27],
[51], [59], and have achived promising results. Particularly,
the exploitation of edge cues are integrated in network module
designs [14], [45], and new learning strategies such as generative adversarial networks [51], weakly supervised learning
[30], recurrent networks [27] are already adopted for SIRR
models. Such a data-driven manner is also applied to the enhancement for addressing different specific types of reflection
degradation, including the challenging specular highlight [52],
[53], and reflections in certain application scenarios like face
recognition [47].
Apart from the model design, the construction of appropriate
dataset is of great significance for learning based SIRR. Wan
et al. [44] collected the first large-scale benchmark dataset for
SIRR by capturing and aligning real-world image pairs with or
without a glass plate. Considering the high cost of collecting
real image pairs, synthetic data are commonly referred to in
recent learning based SIRR works for extending training data,
whose synthesis include both direct linear addition [14], [59]
and physics based rendering [22], [65]. Also, unpaired real
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Fig. 3: The proposed framework for looking through colored glass. On the left, we illustrate the overall progressive refining
process, and the framework architecture is shown on the right. In each iteration, the scene separation module NSS estimates the
color-distorted transmission layer with the glass color invariant loss. Then the color correction module NCC predicts the clean
0
background and feeds it to the LSTM unit for further refinement. Particularly, the differently-biased input I for calculating
the glass color invariant loss shares the same background and reflection scene as I, but has a different color bias. The overall
output is the result of NCC after n iterations as shown on the left.
data with misalignments are exploited for training to address
the challenge of accurately registering the image pairs.
In contrast, the other emerging category aims at exploring
the usage of reflections. For example, Yano et al. [56] proposed
to infer scene depth information by modelling the displacement of the two-layered reflections in images. Zheng et al. [64]
proposed to conduct camera calibration via the estimating the
reflective amplitude coefficient map from the mixture image.
Wan et al. [46] focused on enhancing the reflected scene
instead of recovering the background. However, all the above
methods are meant for colorless glass, which is a special
simplified cased where the inherent color degradation caused
by the glass medium is ignored, though Zheng et al. [65]
considered the medium absorption effect in analysis, they did
not explicitly model the wavelength-specific colored bias . In
this paper, we aim to handle the more general and complicated
case of the reflection-related problem without the restriction
of glass color.
B. Color correction
The color correction problem aims to reveal the faithful
image colors from global color bias, which usually originate
from the influences of casting illuminations and special light
mediums. To correct colors against illumination variations,
conventional color constancy methods were proposed to determine the neutral white or grey colors in the color-distorted
image, based on algorithm-specific low-level statistical priors
[15], [21], [33], [42], [55]. Other color constancy methods proposed to fit the mapping between the color gamut of the input
image and the canonical gamut with sufficient labeled data [7],
[10]. Further, such a mapping can be more directly realized
by regressing the illumination vector for color normalization
[16], [34], particularly, in a learning based manner [1], [3],
[8], [12], [32]
In a broad sense, color correction methods also cover eliminating the distortions caused by light-absorbing transparent

Reflected light
Background

Surface 1

Selective Absorption

Inner reflections

𝒕

Colored glass plate

Surface 2

𝐈
Reflection

Mixture

Fig. 4: Illustration of the light transport process through a
colored glass plate, revealing the formation of the mixed
degradation.
mediums like water [4], [5] or thick atmosphere [31], [41],
which also lead to color deviations from the clear image
taken without the medium blocking in front of the camera.
Such methods mainly rely on physical models to solve the
spatially-varying color distortion functions that involve various
factors such as scene depth and light wavelength. Recent color
correction methods also exploit deep learning models [13],
[26], [29], [49] to reduce reliance on such priors. In this paper,
we focus on the color correction in colored glass distorted
images, caused by its wavelength-selective absorption.
III. D EGRADATION FORMATION WITH COLORED GLASS
In this section, we attempt to investigate a more explicit
expression of the mixed degradation in Equation (1). We first
model the degradation by analyzing the light transport process
in colored glass. As illustrated in Fig. 4, when a light wave
from the background scene B travels from air into the glass, a
proportion of the wave is reflected off the outer glass surface,
and the remainder Ls1 enters the glass medium through the
surface s1 . Let cr denote the ratio coefficient of reflected light
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to incident light, then according to the Fresnel’s equation, Ls1
can be expressed as:

cr =

1
2



Ls1 = B − cr · B,
2 
2 !
cosθi − ncosθr
cosθr − ncosθi
+
,
cosθi + ncosθr
cosθr + ncosθi

(2)
where θi denotes the incident angle, θr is the refraction angle,
and n is the relative refractive index of glass to air, as shown
in Figure 4.
When travelling through colored glass, Ls1 is partially
absorbed by inner molecules due to energy level transition
and converted to heat. According to the Beer-Lambert law,
which describes the absorption of monochromatic light in
homogeneous medium [37], the light wave Ls2 reaching the
other surface s2 after the wavelength-selective absorption can
be modelled as:
Ls2 (λ) = Ls1 (λ) · e−dα(λ) ,
t
,
d =
cosθr

(3)

where λ, α(·), and d denote the light wavelength, wavelengthselective absorption coefficient, and the distance light travels
inside the glass that is dependent on the refraction angle and
the medium thickness t. Particularly, α(·) is a set of constants
varying with different wavelength bands, which describes the
optical property of the material, more specifically, the color of
the glass in our case.
On inner surface s2 , the light is again reflected with the
same reflectivity cr , according to the Fresnel’s Equation. And
if we ignore the subsequent inner reflections, we can combine
Equation (2) and (3) with this inner reflection to formulate the
transmitted light g(B, λ) as1 :
g(B, λ, θi ) = k(θi , λ) · B(λ, pθ ),
k(θi , λ) = (1 − cr (θi ))2 · e−d(θi )α(λ) .

(4)

Particularly, we use pθ to notate the corresponding position in
the background scene given the incident angle θi , because we
can infer that only the incident angle θi and light wavelength
λ are independent variables besides B. Specifically, for a
colored glass plate with uniform thickness, the refractive
index n and thickness t are constants among the variables,
and the refraction angle θr is determined by incident angle
according to the Snell’s Equation. Therefore, we can infer
that the transmitted light is proportional to the background
scene irradiance, for which the coefficient is dependent on
the light wavelength and incident angle. Such a degradation
to the background is wavelength-specific, thereby resulting in
the noticeable color bias in images captured through colored
glass.
As for the reflected scene on the other side, since we
assume that light after multiple reflections can be ignored,
the reflection in the mixed degradation can be expressed with
the incident angle dependent cr as f (R, θi ) = cr (θi ) · R(p0θ ).
Similarly, p0θ is the position in the captured reflected scene with
1 More

detailed derivation is presented in the supplementary material

given incident angle. Thus we can rewrite the image formation
model in Equation (1) in a more explicit manner as:
I = k(θi , λ) · B(λ, pθ ) + cr (θi ) · R(p0θ ),

(5)

Model approximation. From the the revised model above, we
can observe that besides the light wavelength, the light incident
angle to the camera also involves in the final degradation
model with spatially-varying reflectivity and light travelling
path. However, observing the colored glass degraded image,
we can further notice that the degree of these two factors’
influences on the degradation formation are different, between
which the wavelength is more dominating, as we can observe
the obvious color bias caused by transmission difference across
visible spectrum without noticeable spatial variation. We can
derive such approximate spatial-uniformity for the incident
angle-dependent variables in the degradation model from the
constraint of glass refractive index and camera FoV (Field
of View). For the light travelling path d(θi ), we can infer
that the refractive angle in glass has an upper bound of
arcsin(1/1.5) ≈ 41◦ according to the Snell’s Equation, given
that the glass refractive index is usually around 1.5. Thus
the light travelling path is at most t/cos41◦ ≈ 1.3t, which
can be approximated as the glass thickness for common thin
plates. As for the reflectivity cr (θi ), within the camera FoV
range, which is usually below 140◦ , the spatial variation of
cr caused by incident angle is limited to ∼ 0.1 according to
the Fresnel’s Equation, for which more detailed calculation is
given in supplementary materials. Therefore, we can reasonably simplify Equation (5) as a spatially-uniform model by
omitting the incident angle:
I = k(λ) · B(λ) + cr · R.

(6)

The approximated model more clearly reveals that in the
mixed degradation caused by colored glass, the color bias
restricted to the transmission layer is wavelength-wise linear
and superimposed with reflection occlusions, thus should be
handled after separating the reflections.
Model analysis and comparison. The degradation model for
colored glass we obtain above reveals the more general case
of existing reflection removal model, where the obvious colorwise effects of glass in practical scenarios are ignored. Particularly, in our problem setup, the color bias is induced by mediums’ different transmittance, instead of the lighting conditions.
Besides, despite some formal resemblance concerning light
transmission between our model in Equation (6) and underwater image model [26] Uλ (x) = Iλ (x)·Tλ (x)+Bλ ·(1−Tλ (x)),
the two problems are different in nature. Specifically, the
ambient light term in underwater model originates from light
scattering and is usually homogeneous, while the reflection
term in our model is derived from specular reflection at
glass surfaces and composed of more complex non-uniform
natural scenes. Moreover, the sum of the two term coefficients
in colored glass degradation model is bound to be smaller
than one due to the energy loss of absorption, which is also
different from the complementary coefficient assumption in
the underwater model.
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Fig. 5: Left: The data synthesis process following Equation (5),
and comparison between our synthesized result and the CLIP
[14] result for colorless glass. Right: Comparisons between the
synthetic data and collected real-world data in the proposed
dataset.

(d)

(e)

′

Fig. 7: Top: (a) Mixture image. (b) Unsatisfactory result of
NSS directly supervised with synthesized transmission layer.
Bottom: Illustration of the proposed glass color invariant loss
0
Linv . (c) The differently color-biased input pair {I, I } in a
batch. (d) The differently-biased transmission layers estimated
by NSS . (e) The identical reflection layers obtained by subtraction.

A. Synthetic data dataset generation
(a)

(b)

(d)

(c)

(e)

Fig. 6: (a) The original colorchecker image. (b) Transmitted
colorchecker through a blue glass plate. (c) Reflected colorchecker from the same glass plate. (d) Intensity relationship
between the corresponding color blocks from (a) and (b) in
RGB channels. (e) Intensity relationship between (a) and (c).
The raw images (a) (b) and (c) are visualized in sRGB space
for viewing, and the intensities are normalized after subtracting
the black levels.

IV. C OLORED GLASS DATASET
Previous datasets concerning the degradation from glass
[14], [44], [62] only consider the ideal colorless case, without
proper data to assist investigating the more practical colored
glass related problems. To this end, we propose a new colored
glass dataset of great importance to the solution and evaluation of background recovery from colored glass. Specifically,
this dataset provides sufficient synthetic training pairs by a
simple but effective data synthesis method derived from the
degradation formation model in Section III, which simulates
the wavelength-specific selective absorption effect ignored in
existing image restoration methods. Besides, we collect realworld image pairs to build the first evaluation benchmark for
enhancing images degraded by colored glass.

We follow the theoretical model in Equation (6) to synthesize data, as shown in the data synthesis process in Figure 5.
For simplicity in image processing, we use the three major
monochromatic color channels λ ∈ {r, g, b} to roughly cover
the full spectral band. Note that when k(r) = k(g) = k(b), our
formation model can degenerate to the model for conventional
reflection removal [14].
Specifically, we adopt the background and reflection image
pairs from a large real-world reflection removal dataset [30] as
B and R for creating the synthetic data. We first simulate the
transmission layer as the channel-wise multiplication of the
pseudo-linear background image after gamma correction [62]
and a 1×3 linear color bias vector composed of k(r), k(g) and
k(b). Particularly, several color bias vectors are determined as
the average channel-wise ratios of colorchecker raw image
pairs taken with or without different colored glass plates
as shown in Figure 6(a) and (b). Note that such a raw
image pair is taken with identical camera settings. As for the
reflection scene R, because we assume that the reflection is
not chromatically distorted, we follow the common process
of reflection attenuation and linear addition as [14] to obtain
the final mixture image, composing the training pair {I, B} as
shown in Figure 5. Please note that our synthetic is inherently
different from that in [65]. Though also taking the absorption
effect into consideration, they ignored the wavelength-specific
impact of light absorption in model analysis, and thus cannot
effectively handle the mixed degradation of colored glass.
Synthesis model validity. We also intuitively validate the
proposed mixture image synthesis model’s correctness based
on Equation (5) with the aforementioned colorchecker images.
As shown in Figure 6(d), we can see that the intensities
of each channel2 in the color-distorted transmission are all
2 The different channels here are demosaicked from the raw image according
to the camera Bayer filter pattern.
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approximately linear to the original ones, yet with different
channel-specific slopes k(λ), with the blue channel transmitting the largest proportion for this blue glass case. As for the
reflection, we occlude the back of the glass plate to obtain
the reflected colorchecker in Figure 6(c), whose intensities
also show a strong linear correlation to the original ones with
roughly identical slopes across different channels in Figure
6(e). This observation validates the assumption of wavelengthindependent and spatially-uniform cr in Equation (5). Note
that the slight offset from the origin in Figure 6(e) is caused
by the tiny amount of lights that transmit inside glass from the
front then reflect back at the inner surface, which is inevitable
in observation.
B. Real-world dataset collection
We capture 500 mixture-background image pairs in the real
world with 12 different colored glass plates, and 100 of them
are adopted as the evaluation set for the looking through colored glass problem. The rest 400 pairs and proposed synthetic
dataset in Section IV-A are used for training, composing a
training set of 4000+ pairs. Several examples of real-world
mixture images are shown in Figure 5, from which we can
observe the co-existence of both reflection and global color
bias within the degradation caused by colored glass. Besides,
we can also see that the synthesized mixture images I visually
resemble the real-world captures.
During the capture, we take a mixture image through
colored glass first, then remove the glass to capture the background image. For collecting images, we use a SONY α7R3
DSLR camera and an iPhone XR, all set at fully automatic
mode with a tripod and remote control for stabilizing the devices with as few shifts as possible. The capture involves both
indoor and outdoor scenarios, and various lighting conditions.
We uniformly resize the images as 224 × 288 for training.
V. C OOPERATIVE FRAMEWORK FOR LOOKING THROUGH
COLORED GLASS

In this section, we describe the design methodology of the
proposed cooperative framework for looking through colored
glass and the implementation details. We propose two modules
to separate the background scene from the mixture image and
correct its color to focus on the two types of degradations
respectively. Moreover, considering the mutual interference
between f (R) and g(·, λ) during solving for one degradation
from the mixture, we propose to link the two modules by
a progressive refinement strategy to boost the performance
of each other cooperatively, which relaxes the framework’s
dependence on the estimation of the former module .
A. Scene separation module
Since it is more ill-posed to solve g(·, λ) first with f (R)
undetermined in Equation (5), we first separate the reflectionfree transmission from the mixture image. This process can
be expressed as ĝ(B, λ) = NSS (I), where NSS denotes the
scene separation module and ĝ(B, λ) denotes the estimated
transmission layer with color bias. Considering the subtraction

6

(b)

(d)

(c)

(e)

(a)

Fig. 8: (a) Input mixture image I. (b) Ground truth background. (c) The intermediate result of scene separation module
NSS (I). (d) Direct Color constancy (CC) result [3] on (c). (e)
One-pass result NCC (NSS (I)).

relationship between I and g(B, λ) shown in Equation (5), we
employ 3 stacked residue dense blocks [63] as the backbone
of the scene separation module as shown in Figure 3, where
subtracted reflections are learned as negative residuals.
Also, considering that reflections usually only obstruct a
partial region in the whole image [43], inspired by the freeform image inpainting problem, we introduce the gated convolution layer [58] into this module to implicitly impose local
spatial attention on irregular reflection regions. Specifically,
the gated convolution automatically learns soft mask from the
input, and conducts dynamic feature selection for each spatial
location within the layer. Such a feature-wise gating in NSS is
expected to select the features from the valid local background
regions to complement reflection-free features for predicting
ĝ(B, λ).
Glass color invariant loss. One way to constrain the optimization of the scene separation module is to employ the
classical l1 or l2 losses with the synthesized transmission
layers. However, such direct supervision cannot provide beneficial cues for reflection removal to counter the interference
of color bias, and often leads to residue edges in estimation
as shown in Figure 7(b). To make NSS more robust against
color biases, we propose the glass color invariant loss based
on the invariant property of the reflection layer to the change
of k(λ) in Equation (5). Given the input I, we synthesize
0
another mixture image I with the same background and
reflection images {B, R} but different color bias vector. Then
0
we combine {I, I } as a pair in training as shown in Figure
7. Particularly, the transmission layers in the two mixture
images present different color biases, while their reflection
layers should appear the same with identical cr in Equation
(5), as shown in Figure 7. Thus based on such a input pair
0
{I, I }, we define the glass color invariant loss as:
0

0

0

Linv (I, I ) = ||(I − NSS (I)) − (I − NSS (I ))||1 .

(7)

0

Note that I is also an individual input of another forward
propagation within a batch, and the computation of Linv does
not change the single-input structure of NSS .
B. Color correction module
As Equation (5) implies, the scene separation module NSS
alone is insufficient for correcting the mixture image appearance, as shown in Figure 8(c). One alternative way to correct
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the color bias is to adopt the color constancy methods [12],
[57], due to the similar appearance between the estimated
ĝ(B, λ) and the objects captured under different light sources.
However, since the color correction module in our method
needs to accommodate for the influence of reflection residues
from the scene separation module, the direct regression of a
single color bias vector like color constancy may induce global
error to the prediction of B, as shown in Figure 8(d).
To effectively enhance the visibility and correct the color of
background scenes, we adopt U-Net as the backbone to conduct image-to-image color correction as B̂ = NCC ( ĝ(B, λ )),
where NCC denotes the color correction model, and B̂ denotes
the result after color correction, as shown in Figure 3. Different
from reflections that require local attention on regional boundaries, the color bias derived from colored glass is a global
and approximately spatially-uniform degradation as analyzed
in Section III. To better extract such global statistics, we
leverage advantages from the deep illuminant estimation [35]
by integrating the global average pooling operation into NCC .
Specifically, since the global pooling is implemented with
Squeeze-Excitation (SE) blocks [20], it additionally enables
channel-wise attention for the channel-specific color bias.
To make NCC focus on the similarity in color space,
we adopt the cosine color distance measurement instead of
Euclidean measurements to constrain its result. Such a color
consistency loss can be expressed as follows:
!
hB̂, Bi
, (8)
Lcol (B̂, B) = 1 − mean
max(||B̂||2 · ||B||2 , )
where h·, ·i is the inner product operation between two matrices, and  is a small value to avoid division by zero. The mean
operation emphasizes on global biases against the distractions
of reflection residuals.
Progressive refinement. After a single pass through the two
modules, we can obtain an estimation of the background B̂
as the output of our color correction module. However, such
a one-pass estimation may suffer from degradation residues
as shown in Figure 8(e), because without coupling the two
modules iteratively, the model performance overly relies on
the scene separation estimation affected by strong color distortions. We propose a progressive refinement strategy to address
such a mutual interference issue. By utilizing the LSTM unit
to record the gradual refinement of estimation of the two
modules, our progressive refinement strategy boosts the performance of the two modules against the mutual interference
as follows:
B̂j = NCC ( NSS ( Ij ) ),
I0 = I,
{Ij+1 , cIj+1 } = LSTM( cIj , B̂j ),

(9)

where B̂j is the j-th estimation of the clean background, Ij is
the input for the j-th iteration, cIj denotes the previous cell state
of the LSTM unit concerning I. From Equation (9), in each
iteration, the LSTM unit takes current background estimation
B̂j as input, then updates the memory cell state cIj+1 and com-

putes the input for next iteration Ij+1 with multiple activation
gates. In this way, the scene separation module NSS can get
inputs with alleviated color bias from the previous iteration,
and in return the color correction module NCC also enjoys
less reflection obstruction in subsequent iterations, thereby
relaxing the dependence on module robustness against the
other degradation. Therefore, the progressive refinement can
link the two modules as a cooperative framework. Particularly,
different from the iterative structure in [27] that used iterative
structure to boost parallel estimation for transmission and
reflection layers, we intend to enhance the two sequential tasks
of scene separation and color correction jointly.
C. Overall objective and implementation details
Apart from the glass color invariant loss Linv and global
color consistency loss Lcol , we also adopt the commonly
used pixel loss [14] and perceptual loss [62] for training.
The pixel loss measures the pixel-wise difference between
the background estimation and the ground truth as well as
their gradients. The perceptual loss uses a pre-trained VGG-19
network [38] to measure the difference in feature space, which
can be denoted as Lpix (B̂, B) and Lper (B̂, B), respectively.
Thus for a single input, the overall loss for a input I in
iterations can be expressed as:
X
Lsingle (I) =
ω1 Lpix (B̂j , B) + ω2 Lper (B̂j , B)
j

(10)

+ω3 Lcol (B̂j , B),

where ω1 , ω2 , and ω3 are the weighting coefficients, and the
loss is cumulatively calculated at each time step j.
Considering the glass color invariant loss in Equation (7),
we construct two-image training batches with mixture image
0
pairs {I, I } as in V-A. We constrain the glass color invariance
0
within the batch unitedly with Linv (I, I ), and also optimize
the two inputs individually with Lsingle . Thus the overall loss
for back propagation in training can be expressed as follows:
0

L = Lsingle (I) + Lsingle (I ) +

X

0

Linv (Ij , Ij ).

(11)

j

We implement the proposed framework with PyTorch on
one NVIDIA 1080 Ti GPU. We train the model with the
proposed synthetic data for 60 epochs with the Adam optimizer and set batch size at 2, initial learning rate at 0.0002,
weight decay at 0.0001, and momentum at 0.9. Particularly,
we empirically set the weights ω1 , ω2 , ω3 as 1, 0.1, and 0.1
respectively. Then we fine-tune the model with captured realworld colored glass data for 30 epochs. The iteration number
for our framework is set at 3 in implementation due to the
memory limit in training. We use full loss objective L for
synthetic data, and only Lsingle for real data due to the lack
of paired inputs. Besides, to avoid trivial solution of the glass
color invariant constraint, we initialize the scene separation
module by pre-training with single image reflection removal
data pairs [44], before training the whole framework with the
proposed colored glass dataset.
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(a) Input

(b) IBCLN-R
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(c) Zheng et al.

(d) CC+ERR

(e) ERRNet-R

(f) Ours

(g) GT

Fig. 9: We compare with IBCLN [27], ERRNet [50], Zheng et al. [65], and the combination of color constancy method [2]
and ERRNet [50] on collected real-world colored glass data. Red boxes highlight noticeable differences, and the color of the
glass plate is shown at the bottom left corner of the input image. Please zoom in to view details. More results can be found
in supplementary materials.

VI. E XPERIMENT
A. Experiment setup
Comparison methods. Since currently there exists no specific
method for the problem of looking through colored glass,
thus for comparison, we refer to the state-of-the-art methods
in single image reflection removal. Specifically, we re-train
the models of ERRNet [50] and IBCLN [27] with proposed
training data in Section IV, denoted with a suffix ‘-R’ in
experiments, and utilize the pre-trained model of Kim et
al. [22] since their rendered data is a major contribution and
the training code has not been provided. We also adopt the
pre-trained model of Zheng et al. [65] because the absorption
coefficient label they used in training is not available for
colored glass data. Besides, we also construct a direct two-step
network by linking a state-of-the-art color constancy model
[2] with ERRNet [50] model, denoted as CC+ERR, and train
the two-step model on the proposed colored glass dataset
to validate the effectiveness of our framework designs for
handling mutual interference of mixed degradations.
Evaluation metrics. Besides the common metrics SSIM and
PSNR, we also adopt the LPIPS metric [60] to measure
feature-level similarity, of which a smaller value indicates
better perceptual similarity. Also, we adopt the angular error
for measuring the difference in terms of the color space, which
is formulated as:


hP, Qi
,
(12)
ERRAng (P, Q) = mean
||P||2 · ||Q||2 )

TABLE I: Quantitative comparisons evaluated on our newly
collected real-world colored glass dataset, measured by average PSNR, SSIM, LPIPS, and angular (ERRAng ) error.
Input
IBCLN-R [27]
Kim et al. [22]
Zheng et al. [65]
CC+ERR [2], [50]
ERRNet-R [50]
Ours

PSNR
20.748
21.020
21.163
21.307
21.601
22.453
23.300

SSIM
0.770
0.720
0.709
0.721
0.731
0.744
0.831

LPIPS
0.124
0.142
0.133
0.129
0.129
0.122
0.109

ERRAng
12.92◦
12.39◦
12.54◦
12.24◦
8.08◦
6.51◦
3.21◦

where P, Q denote the query and the reference image, respectively. Note that although there may exist moderate misalignment in the real-world mixture-background image pairs, such
misalignment occurs across all methods, so the comparisons
are still fair [61].
B. Quantitative evaluations
Table I shows the numerical results of all competing methods on our proposed real-world dataset. We can see that our
proposed framework can effectively improve the metric values
by a noticeable margin, and achieve the best performance
among all methods. Particularly, our method obviously outperforms other methods on the angular error metric, revealing
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w/o Linv

w/o iteration
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Ground Truth

Fig. 10: Examples of the results without two-module framework, results without glass color invariant loss, results without
progressive refinement, compared with full model results and ground truth.

Input

ERRNet

IBCLN

Kim et al.

Ours

Reference

Fig. 11: Visual comparisons on reflection removal datasets for colorless glass case.

its advantage on fixing the color bias in the mixed degradation
over other methods. Though other competing methods show
different degrees of improvement on PSNR values, they all fail
to boost SSIM values of their results compared to the degraded
input. This may be attributed to the fact that these comparison
methods tend to wrongly correct the global color bias within
the input, which even lowers SSIM values by deviating image
mean value and variance in computation, and our proposed
method benefits from the specific designs on color correction
against the mutual degradation interference.
Further analyzing the results, we can find that among
the conventional reflection removal methods, whose problem
setup only covers colorless glass, the ERRNet [50] has better
potential to adapt for the colored glass data. And directly
combining color constancy model to it in training cannot improve the model performance as we expect, since the complex
network components of the combined framework makes the
optimization hard to converge. Also, the model performance
in such a naively combined framework of CC+ERR overly
relies on the former color constancy model, whose robustness

might be challenged by the existence of the reflections.
C. Qualitative comparisons
Figure 9 presents some visual results on real-world images
contaminated by colored glass in Section IV-B, more results
concerning method Kim et al. [22] are shown in the supplementary materials given the space constraints. We can observe
that IBCLN-R [27] and pre-trained model Zheng et al. [65] fail
to perceive and correct the color bias on most cases. ERRNet
[50] generally provide results with more reasonable global
tone, but occasionally suffer from strong color bias residues
in certain cases like the third row. The combined framework
CC+ERR can fix the color bias to some extent, but often
lead to washed-out results with unreasonable correction. In
contrast, our method realizes the most faithful global color
correction for most cases. Also, our method most thoroughly
eliminates the reflection against the mixed degradation of
colored glass among the competing methods, while results
of other methods tend to show reflection residues as marked
by red boxes in Figure 9, since the detection and removal
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TABLE II: Quantitative results of different model variants.

One-module
w/o iteration
w/o Linv
w/o Lper
w/o Lcol
Synthetic only
Full model

PSNR
22.567
22.893
22.804
22.877
23.096
22.291
23.300

SSIM
0.793
0.800
0.799
0.799
0.817
0.769
0.831

LPIPS
0.123
0.112
0.111
0.114
0.110
0.123
0.109

of reflections might be influenced by the existence of the
global color shift in image. We infer that the ERRNet [50]
can handle the color bias to a certain content due to the SE
block it adopts, which can effectively learn from our synthetic
colored glass data and is also adopted in our color correction
module. And the limited success of the naive two-step model
CC+ERR on recovering the background from colored glass
also demonstrate the mutual interference between the two
degradations.
D. Ablation study
In this section, we focus on investigating the performance
of key design components of our proposed two-module cooperative framework. We first build a one-module framework to
validate the intuitive two-module design’s efficacy, by removing the color correction module. Also, we conduct experiments
to evaluate the effectiveness of proposed glass invariant loss
and progressive refinement strategy for addressing mutual
interference, which are denoted as w/o Linv and w/o iteration,
respectively. Additionally, we further examine the perceptual
loss and color loss adopted in training apart from the basic
pixel loss, and the results demonstrate that both these loss
terms provide useful supervision to the network, but relatively
less appreciable than the glass color invariant loss.
The numerical results are shown in Table II, where we can
find that all above-proposed designs contribute to performance
gains on metric values, especially, the two-module framework
shows an obvious superiority over the one-stage variant. To
further validate the rationality of our model design, we also
test a model variant with synthetic training data only (denoted
as Synthetic only). Comparing its performance with other
competing methods in Table S2, we can find that this variant
can achieve comparable performance to the best competing
method [50] that is trained with both synthetic and real-world
data, and obviously outperforms other ones, indicating that
our network design can guarantee reasonable robustness to
different training data.
The qualitative comparisons are presented in Figure 10.
From the regions marked by red boxes like the electric fan
in the bottom row, we can see that results from variants
without glass color invariant loss or progressive refinement,
which lacks specific consideration on the mutual interference
of two degradations, tend to contain reflection and color
distortion residues. The one-module solution with iterations
can also suppress color distortion to some extent, but there

TABLE III: Comparison on different subsets (Object, Postcard,
Wild) of the commonly used reflection removal benchmark
dataset SIR2 [44], the real-world dataset in [62] (Real), and
a new categorized SIRR dataset [24] (Categorized). For each
method, the values in the upper row denote PSNR, while the
lower row presents the SSIM metric. The best results are in
red color, and the second best results are in blue color.
Method

Object

Postcard

Wild

Real

Categorized

ERRNet
[50]

24.87
0.896

22.04
0.876

24.25
0.853

22.89
0.803

21.01
0.762

IBCLN
[27]

24.87
0.893

23.39
0.875

24.71
0.886

21.86
0.762

19.85
0.764

Kim
[22]

24.71
0.891

23.63
0.887

25.55
0.905

21.59
0.789

21.00
0.760

Ours

24.43
0.867

22.49
0.886

25.98
0.890

23.49
0.820

20.78
0.804

still exist slight global (top row in Figure 10) and obvious
regional (bottom row in Figure 10) color distortions. We infer
that the one-module framework lacks in effectively exploiting
the different properties for modelling global color bias and
regional reflections, thus it is more desirable to handle color
distortion with a separate module.
As for the iteration number of the proposed progressive
refinement, we set the number to 3 due to the computing
memory limit, and we believe that the model can sufficiently
converge after three time steps [27], which can strike a
reasonable balance between model performance and training
costs. Investigating the results of different time steps as shown
in Figure 12, we can find that the visual result is indeed
progressively refined along with the iterations, with the result
after one iteration showing noticeable reflection residues and
incorrect color tone. The subsequent results provide more visually satisfactory results by further eliminating the reflections
and correcting the color bias, and the final result after the third
iteration generally recovers the reference clean image.
E. Generalization to colorless glass
As mentioned in Section IV-A, the degradation formation
model for colored glass is the more general case to describe
the glass-related degradation. Therefore, our model should
be capable of covering the colorless case, where the mixed
degradation problem degenerates to the problem of single
image reflection removal. To validate such a potential, we
fine-tune the proposed model with single image reflection
removal training pairs in benchmarks [24], [44], [62] where
the glass materials are all assumed colorless, and report model
performances on corresponding testing sets.
As shown in Table III, in general our fine-tuned model can
also achieve comparable quantitative performance compared
to other state-of-the-art methods [22], [27], [50], and ranks
among the top two places in at least one metric for all data
sources except for the “Object”. We suppose that the reason
might lie in the fact that our proposed colored glass data do not
cover enough close-up capture conditions for controlled scenes
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Fig. 12: An example of the progressive refinement along with the proceeding of the iterations.

Input

ERRNet

Ours

Ground truth

Fig. 13: A failure case of proposed method on challenging real
colored glass data.

like small solid objects. We also present visual comparison
examples in Figure 11, and we can observe that the proposed
cooperative framework for looking through colored glass can
also effectively suppress the reflections in SIRR task compared
to other state-of-the-art methods, though in some cases our
model tend to conduct unnecessary color correction due to
the training with colored glass data.
VII. C ONCLUSION
We propose a method to address a new problem of looking
through colored glass. We first analyze the formation model of
the degradation caused by colored glass and further synthesize
data based on this model to facilitate solving this problem.
Considering the inherent mutual interference within the mixed
degradation of reflections and color bias, we introduce a
cooperative two-module framework to separate the reflections
and correct image color progressively. Our experiments have
shown promising results for this problem.
Limitation Effective as the proposed method is, there remain
challenging cases recovered unsuccessfully. As the bottom row
in Figure 13 shows, when the color bias and reflection obstruction are too intense, obvious residues occur due to the strong
mutual interference between two degradations. However, our
method still provides better visual result compared to ERRNet
[50]. We will improve such cases in our future work.
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