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Abstract—We tackle the task of street-to-shop clothing image
synthesis. Given a daily person image with a particular clothing
item captured in the street scenario, we aim to synthesize the
frontal facing view of that item in the shop scenario. This
problem has the following challenges: 1) the distinct visual
discrepancy between the street and shop scenario; 2) the severe
shape deformation of clothing in the presence of an arbitrary
human pose; 3) the preservation of fine-grained details during
the process of clothing image generation. In this paper, we jointly
solve these difficulties by proposing a Pose-Normalized and
Appearance-Preserved Generative Adversarial Network (PNAPGAN). More specifically, conditioned on the clothing-agnostic
representation (i.e., clothing landmarks and semantic parsing
map), we disentangle the shape and appearance synthesis in a
coarse-to-fine framework. Moreover, a semantic embedding loss
is introduced to guide the domain transfer in the semantic level
(i.e., keeping the clothing attributes). With the synthesized frontal
shop image, a pose-normalized representation in complementary
to the domain-invariant feature learnt from the original street
image are integrated to facilitate the problem of street-to-shop
clothing retrieval. Extensive experiments conducted demonstrate
the effectiveness of the proposed PNAP-GAN on generating high
quality frontal-view images and the excellence of the learnt posenormalized features on the retrieval task than existing methods.
In addition, we demonstrate that the pose-normalized retrieval
feature benefits the cross-scenario (i.e., street-to-shop) clothing
image generation in a semantic-preserved manner.
Index Terms—Pose-normalization, image generation, feature
learning, street-to-shop.

I. I NTRODUCTION
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Fig. 1: With street images as the conditional input, the generation results of the proposed PNAP-GAN on the LookBook
dataset [19]. Compared with the ground truth shop image, our
approach is capable of generating the shape- and appearancepreserved frontal-view clothing image.

T

HE online fashion market worldwide reached $533 billion in 2018, and is estimated to grow to $872 in the next
five years [1]. Motivated by such huge economic potential of
the e-fashion industry, increasing attention has been drawn
on various topics of fashion relevant research [2], such as
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fashion parsing [3]–[5], recommendation [6]–[8], etc. With the
recent progress of generative models, e.g., Generative Adversarial Networks (GAN) and Variational Autoencoder (VAE),
emerging works on the area of clothing image synthesis arises,
ranging from person image generation [9], [10] to virtual tryon systems [2], [11]. Comparing to rigid objects (i.e., faces
[12]–[16], chairs [17], [18]) with the characteristics of shapeinvariance, the clothing image generation is considered to be
much more challenging due to its non-rigid shape deformation
between different viewpoints and fine-grained details. Also,
the problem of cross-scenario clothing image synthesis in the
context of large domain gap and spatial misalignment is not
well studied.
In this work, we deal with the problem of street-to-shop
clothing image synthesis, which aims to generate a frontal
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facing clothing image in the shop scenario, given the human in
arbitrary poses captured in the street scenario. Meanwhile, we
learn the pose-invariant representation for the street-to-shop
clothing image retrieval. The problem is of great importance
in terms of practicality and research merits.
From the aspect of practicality, the proposed approach
enables efficient fashion image editing and virtual try-on from
street to shop. For example, when a woman goes window
shopping and sees a cool blazer worn on others, she would
like to know how the specified item looks on her. With the
generated frontal view shop image, it facilitates the virtual tryon by pasting your profile image on the synthesized image,
which is also free of the deformation between head pose and
clothing.
From the aspect of research merits, the street-to-shop
clothing image synthesis is challenging in three folds. First,
the distinct visual gap (e.g., background) between the street
and the shop domain, as shown on the first two rows of
Fig. 1. Second, the large spatial misalignment of clothes across
different viewpoints. In the shop scenario, the clothing items
are presented in structured frontal viewpoints. However, in
the street scenario, the shape and appearance of the clothes
are subject to variations of human pose. Third, preserving the
fine-grained clothing attributes (e.g., the length of sleeves and
the zip as shown on the last row of Fig. 1) during the process
of clothing image generation is non-trivial.
Our problem is similar to the task of person image generation [20]–[22]. However, they put more emphasis on the
novel viewpoint generation of human body while the shape and
appearance (e.g., clothing attributes) of the generated clothing
are severely distorted. In order to improve the quality of
the generated clothing image, the prior knowledge of clothes
should be incorporated in the algorithm design. Moreover,
most existing street-to-shop clothing retrieval methods [23]–
[26] focus on learning a joint embedding across domains by
encouraging the samples of the same item ID closer and
pushing the samples of different IDs apart from each other. The
limited training samples per item inhibit the generalization of
the clothing retrieval system with the query image in unseen
poses. Therefore, besides the domain-invariance, it is necessary to learn a pose-normalized clothing feature embedding
so that street images captured in different viewpoints can be
directly compared.
In this paper, we propose a novel framework to synthesize the frontal-view clothing image with a Pose-Normalized
and Appearance-Preserved Generative Adversarial Network
(PNAP-GAN), the framework of which is shown in Fig. 2. Due
to the large spatial misalignments between the street and shop
images, we achieve the domain transfer of the shape and the
appearance in a coarse-to-fine manner. In Stage I, the clothingagnostic representation (i.e., street image I s , the clothing
landmarks I p and semantic parsing map I b ) is explored to
synthesize a coarse result I˜Gp that captures the global structure
of the clothes. In Stage II, conditioned on the synthesized
shape-preserved frontal-view shop image and region of interest
(ROI) of the street image, we further incorporate the details of
the clothes via an appearance-preserved network, composed of
shaped encoder and appearance encoder. More specifically, the
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appearance encoder is initialized from the triplet network with
attribute supervision. The feature learning for the retrieval and
synthesis mutually benefit each other. To perform the image
generation in the semantic-level, we further design a semantic
embedding loss to regularize the generation process.
Decomposing the domain transfer of clothing images into
the above complementary stages can disentangle the elements
(i.e., shape and appearance) of the target image. The generated
frontal-view clothing images are further fused with the original
street image to learn the pose-normalized feature representation and domain-invariant feature representation for the streetto-shop clothing retrieval. The experiments conducted on the
LookBook [19] and WTBI [23] datasets demonstrate the
effectiveness of our proposed method in terms of generation
capability and retrieval performance.
Our contributions can be summarized as follows:
• To the best of our knowledge, we are the first to make
advantage of the image generation for improving the
street-to-shop clothing retrieval performance.
• The proposed PNAP-GAN is capable of generating the
photo-realistic images with large misalignments as well
as preserving the details of the clothes.
• We take advantage of the retrieval features to enhance
the details of the generated image with improved image
quality.
The rest of this paper is structured as follows. Section II
introduces the related work. In Section II, we describe the
proposed street-to-shop clothing image generation framework.
In Section IV, the qualitative and quantitative results are
reported and discussed. Finally, Section V concludes the paper
and discusses future work.
II. R ELATED WORK
Cross-domain image-to-image translation. Generative Adversarial Networks (GAN) [27] has received a lot of attention
in recent years due to its impressive results in generating
synthesized images indistinguishable from real images. It has
greatly advanced the development of various tasks such as
style-transfer [28], [29], image inpainting [30], [31], imageto-image translation [32], [33], etc. Image-to-image translation
aims to learn a mapping for domain translation via the U-Net
architecture with skip connections [32], [34], [35]. It is based
on the assumption that the source and target samples share
the same latent distribution. However, it fails to deal with the
large spatial misalignment between different domains.
To address the issue, prior works can be classified into two
groups. The first group develops a two-stage image generation
framework [9], [20], [22]. For example, Zhao et al. [22]
proposed VariGAN which integrated Variational Autoencoder
(VAE) and GAN networks to progressively generate the images of low-resolution and high-resolution. Ma et al. [20]
developed the pose-guided person generation network (PG2)
to generate the images under the specified pose heatmaps.
Another group of works [21] adapted the architecture of the
image generator to complete the content transfer. For example,
Siarohin et al. [21] proposed the U-Net with deformable skip
connections and a nearest neighbor loss which performs well
at generating local information (e.g., texture).
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Fig. 2: The overview of the proposed PNAP-GAN. The pipeline of clothing image generation consists of two stages: (1) Stage
I: Pose-normalized clothing generation with preserved shape (Sec III-B-1) and (2) Stage II: appearance-preserved clothing
generation (Sec III-B-2). The appearance encoder (Sec III-B-3) from the triplet network backbone is proposed to enhance the
details of generated coarse result I˜Gp . Finally, the pose-normalized feature F (I s , I˜Gp ) is obtained and utilized for the task of
street-to-shop clothing retrieval.

However, there still requires large improvements on preserving the appearance details of the synthesized images.
Different from those techniques, our work takes advantage
of the domain-invariant and product-sensitive features from
the retrieval network to enhance the details of the synthesized
images.
Fashion image synthesis. In the context of fashion image
synthesis, VITON [11] presented a novel coarse-to-fine imagebased virtual try-on system which learnt the warping parameters in terms of thin-plate spline (TPS) transformation to
the target pose. SwapNet [36] further improved by enabling
transferring garments across different person images in the
weakly supervised manner. Fashion-Gen [37] introduced a
large-scale dataset with high-resolution fashion images and
extensive annotations for the task of high-resolution image
generation conditioned on a person image or the textual descriptions of clothes. TexureGAN [38] developed deep image
synthesis guided by sketch and texture patches. BeautyGAN
[39] presented a novel instance-level makeup transfer system
which is capable of seamlessly translating the makeup style
from a reference makeup face image to another non-makeup
one without changing face identity. FiNet [40] addressed the
outfit fashion compatibility in the context of missing item
inpainting.
A more related work to us is [19] which generated the shop
clothing image from the street human image with a speciallydesigned domain discriminator in the low-resolution setting
(64 × 64 synthesized images), where the appearance of the
clothes is severely distorted.
Our work differs from [19] in the aspect that we generate
high quality synthesized frontal-view images with enhancing
details not only for visualization but also for the practical use
of learning pose-normalized representation for the street-to-

shop clothing retrieval.
Attribute-based feature learning for fashion search. Complementary to metric learning approaches [41]–[44] are
attribute-based feature learning methods, the classification of
attributes is incorporated in the CNN learning process for
producing the semantic-aware feature representation. That is,
images with similar attributes are pulled to be close in the
feature embedding space. Huang et al. [26] integrated treestructured CNN with fine-grained clothing attribute labels in
learning effective clothing features for retrieval. FashionNet
[24] learned clothing features by a multi-task framework,
which is capable of predicting the landmarks, clothing attributes and image categories jointly. Liu et al. [45] tackled
the cross-scenario discrepancies in a two-step manner by calculating the within-scenario sparse representation and crossscenario similarity transfer matrix. Human part alignment is
also employed to handle the large pose variation. In our paper,
we emphasize on learning the deep pose-normalized feature
with the generated frontal-view shop images and the domaininvariant feature with the attribute-guided deep metric learning
from the original street images.
Compared to the existing deep feature learning approaches
above, our model employs adversarial feature learning to
reduce the domain gap, as well as to extract domaininvariant features. More specifically, our method learns a
pose-normalized representation with the generated frontalview shop images complementary to the attribute-guided deep
metric learning in the original street images.
III. P ROPOSED METHOD
In this section, we introduce our proposed approach by
firstly presenting the overview of the framework, followed by
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elaborating the details of pose-normalized clothing generation
and street-to-shop retrieval module, finally the appearancepreserved clothing generation module is demonstrated. The
overview of the framework is demonstrated in Fig. 2. With the
synthesized frontal-view images, we learn the pose-normalized
feature in complementary to the domain-invariant feature
from the original street images to facilitate the street-to-shop
retrieval. In essence, the process of clothing image generation
and retrieval mutually enhance each other. We will further
describe the details of our proposed architecture as follows.
A. Overview
Given a clothing image I s from the street scenario with
human body, our goal is to generate the shopping product
image I˜Ga . The overview of the framework is demonstrated in
Fig. 2. With the synthesized frontal-view image I˜Gp , we learn
the pose-normalized feature in complementary to the domaininvariant feature from the original street image (ROI of Is ) to
facilitate the street-to-shop retrieval. In essence, the process
of clothing image generation and retrieval mutually enhance
each other. We will further describe the details of our proposed
architecture as follows. Here for the ease of readability, the
notations used throughout the paper are summarized in Table I.
B. Pose-normalized clothing generation and feature learning
1) Pose-normalized clothing generation with preserved
shape: At Stage I, conditioned on the clothing-agnostic
representation, a coarse frontal clothing image is generated
with shape preservation. The clothing-agnostic representation
includes the street image I s , 9-channel pose heatmap I p and
a binary clothing segmentation mask I b , which are jointly
integrated to generate the global shape of the clothing item.
Pose embedding and binary parsing map. Inspired by the
representation of the human pose by the positions of key joints
[46], the transfer from the human-to-clothes is guided by 2D
positions of clothing landmarks {lio }Ti=1 of shop image I o . The
landmarks correspond to a set of key-points at the functional
region of the clothes [47]. For example, the landmarks for the
upper-body items are defined as left/right collar end, left/right
sleeve end, and left/right hem, etc. Following [47], we take
T = 9 to consider different types of clothes. For the i-th
landmark lio , a Gaussian kernel with a radius of 10 pixels is
utilized to produce the blurred heatmap Iip . More specifically,
the landmark is filled in with ones and zeros elsewhere.
Therefore, the target pose of clothes is represented as the
concatenation of all heatmaps I p = {Iip }Ti=1 .
The cluttered background of the street image has a negative
impact on the image synthesis as well as the street-to-shop
retrieval of the product. For example, the checkerboard pattern
of the environment (e.g., floor) is usually confused as the
pattern of the clothes. To deal with this problem, the state-ofthe-art human parser [48] is leveraged to extract the clothes
parsing map. We further convert the segmentation map to 1channel binary mask I b that roughly covers the clothes region
of the human body.
Pose-normalized generator Gp . These three sources of inputs
are complementary to each other, and are further fed into the
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U-Net image generator, i.e., convolutional auto-encoder with
skip connections [32] to help propagate image information
directly from input to output. The pose-normalized generator
Gp is expected to render the coarse clothing image with
preserved shape in the frontal view.
Our objective function consists of several terms, each of
which encourages the image generator Gp to focus on different
aspects of the synthesized image quality.
Image adversarial loss. In order to optimize the parameters of
the generator Gp and push the distribution of the synthesized
images to that of the real images, we perform a standard
min-max strategy game between the generator Gp and the
image discriminator Dp . To allow for more stable training
and the higher quality of the synthesized image, we replace the
negative log likelihood by the least square loss [49], expressed
as below:
G

p
= EI s ,I o ∼pdata [Dp (I s , I o )2 ]
Ladv

+ EI s ,I o ∼pdata [Dp (I s , Gp (I s , I p , I b ) − 1)2 ].

(1)

L1 Loss. The L1 loss is capable of penalizing the generated
images without rough structure similarity as the target images,
which is denoted as below:
G

L1 p = Gp (I s , I p , I b ) − I o

1

.

(2)

Symmetry loss. Symmetry is an inherent characteristics of
clothing. Making advantage of this prior knowledge of the
clothing in the shop domain and imposing a symmetric constraint on the synthesized images can effectively alleviate the
severe shape deformation problem with large human pose
variation. The symmetry loss is denoted as below:
p
LG
s

W/2 H
XX
1
W −(x−1),y
x,y
[(I˜G
− I˜Gp
)]
=
p
H × W/2 x=1 y=1

1

, (3)

where H and W denote the height and width of the image,
respectively. And I˜Gp is the synthesized image from the posenormalized generator Gp .
Therefore, the overall objective loss function of the Stage I
module learning can be expressed as follows:
G

G

G

p
Gp
p
LGp = Ladv
+ λ1 p L1 p + λG
s Ls ,

G

G

(4)

where λ1 p , λs p denote the weight of L1 loss and symmetry
loss, respectively.
2) Appearance-preserved clothing generation: The image
generator Gp at the first stage of the pipeline has synthesized
the image with the rough shape preservation, however, much
of the fine details are lost. To produce a high quality generated
result, we further propose the Stage II, appearance-preserved
clothing generation, to fill up the details via the retrieval
feature from the last module.
Appearance-preserved generator Ga . The ROI of the street
image is encoded by the appearance encoder φa as the
appearance embedding. The coarse image generated from
Stage I is encoded by the shape encoder φs as the shape
embedding. Finally, Ga synthesizes the image from its shape
and appearance embeddings, as shown in Fig. 2. The training
losses involved in Stage II are presented as follows.
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TABLE I: Notations.
Notation

Description

I s , I p , I b , lio
T
Io
I˜Gp , I˜Ga
Gp , Ga

street image, pose heatmap, binary clothing mask, clothing landmarks
number of clothing landmarks
ground truth frontal-view shop image
generated frontal-view shop image of Stage I, II
pose-normalized generator, appearance-preserved generator

G

G

G

p
, L1 p , Ls p , LGp
Ladv

image adversarial, L1, symmetry, overall objective loss of Stage I

φs , φa , φd
fs , fa
Ga
Ga
Ga
Ga
a
LG
adv , L1 , Lc , Lp , La
Ga
Ga
Ga
Ga
λ1 , λc , λp , λa
p+ , p−
F
Ltr , Lse , Lr
λtr , λse , λr

weight of L1 and symmetry loss of Stage I
shape encoder, appearance encoder, decoder of Stage II
feature, attribute activation from VGG-19 network
adversarial, L1, global content, local patch-based content, semantic embedding loss of Stage II
weight of L1, global content, local patch-based content, symmetry loss of Stage II
positive, negative image of the triplet
max pooling operation
triplet, attribute, reconstruction loss
weight of triplet, attribute, reconstruction loss

G
G
λ1 p , λs p

Content loss. To capture the high frequency fine-scale details,
besides the L1 and the adversarial loss, the perceptual loss
[28], [50] as the global content loss is incorporated, denoted
as below:
o
a
˜
LG
c = fs (IGa ) − fs (I )

2

,
2

(5)

where the feature-level representation fs indicates the activation from the pre-trained VGG-19 network [51] of the
s-th layer. Here I˜Ga is denoted as a simplified version of
φd (φs (I˜Gp ), φa (Is )).
Local patch-based content loss. In order to retain the local
details of the original image into the rendered ones we enforce
the local details around each landmark of lio to be similar.
The representation of a patch style is then captured by the
correlation between the different channels of its hidden representations. The local-patch content loss is then computed as
the mean square error between visible pairs of Gram matrices
of the same landmark in both the generated images I˜Ga and
ground truth image I o . Take the i-th landmark as an example,
the Gram matrix of the synthesized image I˜Ga is denoted as
GI˜G ,lo and that of the ground truth image I o as GI o ,lio . Thus
a i
the local patch content loss is denoted as below:
a
LG
p

2
T 
1 X GI˜Ga ,lio − GI o ,lio
,
=
T i=1
H ×W

(6)

a
where LG
is the content loss over a list of T landmarks on
p
the clothes.
Semantic embedding loss. To enable the cross-domain image
synthesis in the semantic level, we propose an semantic
embedding loss. Due to the lack of annotated attributes, we
borrow the semantic information from the external fashion
data, the images of which are labeled with 72 attributes,
a VGG 19 classification network is trained and applied on
our dataset for attribute prediction. Here due to the dataset
difference, the attribute label prediction is replaced by the
attribute-level representation fa , which is extracted before the

softmax layers. Thus the semantic embedding loss is denoted
as:
2
a
˜
.
(7)
LG
a = fa (IGa ) − fa (Io )
2

The complete objective function of the refinement network Ga
is expressed as:
Ga Ga
Ga Ga
Ga Ga
Ga Ga
a
LGa = LG
adv +λ1 L1 +λp Lp +λc Lc +λa La , (8)
Ga
Ga
Ga
a
where λG
1 , λp , λc and λa denote the weights of different
losses, respectively.
3) Appearance encoder with pose-normalized feature learning: As shown in Fig. 2, the pose-normalized feature learning
is closely related with multiple sub-networks: 1) a shape encoder φs ; 2) a three-branch triplet appearance encoder φa ; 3) a
decoder φd with the max-pooled feature as input to reconstruct
the product image. The three sub-networks mutually enhance
each other to extract the shape and appearance-preserved
feature embedding.
Triplet loss. To learn the pose-normalized and domaininvariant feature embedding, the shape encoder with the synthesized image and the appearance feature extracted from the
street image are utilized as the embedding feature for the
street image I s , which is further fed into the triplet networks.
And the positive and negative pairs {p+ , p− } are fed into
the appearance encoder φa with the shared parameters, after
which `2 normalization operation is performed on the feature
embedding to compute the triplet ranking loss Ltr , denoted as
below:
N
X
Ltr =
max(0,r + F (φa (I s ), φs (I˜Gp )) − φa (p+ )
2

i=1

− F (φa (I s ), φs (I˜Gp )) − φa (p− )

),
(9)
where r is the margin. F (φa (I s ), φs (I˜Gp )) is the anchor embedding, φa (p+ ) and φa (p− ) indicate the embedding features
for the positive and negative shop images, respectively.
Attribute loss. The final classification layer is removed and a
linear fully-connected layer with 72-dim output is appended as
2
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the attribute-aware feature, after `2 normalized operation. Here
the type of attributes include the color and pattern relevant
clothing attributes. Thus the learnt appearance encoder also
carries attribute-semantic information. The attribute loss for
the positive and negative image is denoted as below:
Lse = φa (p+ ) − fa (p+ )

2
2

+ φa (p− ) − fa (p− )

2
2

, (10)

where fa extracts the semantic-aware attribute representation,
which is fine-tuned on the external clothing dataset with
attribute annotations.
Reconstruction loss. The goal of the decoder φd is to reconstruct the shop image p+ to better learn the feature with
the characteristics of shape- and appearance-preserved feature.
Therefore, conditioned on φs (I˜Gp ) and φa (Is ), the decoder is
expected to reconstruct the p+ under the regularization of L1
loss. The reconstruction loss Lr is expressed as:
Lr = φd (φs (I˜Gp ), φa (I s )) − p+

.
1

(11)

Therefore, the overall training objective is summarized as
below:
Ld = λtr Ltr + λse Lse + λr Lr ,

(12)

where λr , λse and λtr are the weights corresponding to the
three losses, respectively.

C. Street-to-shop clothing retrieval
With the learnt shape encoder φs and appearance encoder
φa , during the retrieval stage, for each gallery image of the
Np
set IP = {Ijo , yj }j=1
from the shop scenario, we feed it into
the appearance encoder to obtain the feature representation
Np
{φa (Ijo )}g=1
. Then given a query street image Iqs , after obtaining the appearance-preserved features φa (Iqs ) (512-dim) and
shape-preserved features φs (Iqs ) (512-dim), the element-wise
max pooling is performed to obtain the final pose-normalized
feature representation F (Iqs , I˜Gp ). It is then compared to the
gallery features to calcuate the cosine distance and similar
shop images are returned.

IV. E XPERIMENTS
A. Evaluation Protocol
To quantitatively analyze the quality of image generation
results, the Inception Score (IS) [52] and the Structural Similarity (SSIM) [53] are used as the evaluation metrics to test the
performance of image generation results between two different
domains.
The street-to-shop retrieval results are evaluated by the
precision at k (P@k). P@k indicates the percentage of the true
positive images among the top k returned results. Following
the standard protocol, we select query images from the test
fashion model set, and return the top k nearest neighbors from
the gallery set.

B. Dataset
LookBook [19]. The dataset contains about 69,000 street photos and 8,730 stock images, of which each category contains
one product image and several street photos. Following the
experimental settings of [19], each of the validation set and
the test set is composed of about 500 product images and
their fashion model images. The remaining images compose
a training set.
WTBI [23]. This dataset contains 20,357 street photos and
204,795 shop photos in 11 categories. In this experiment
setting, three categories of products are selected for evaluation: skirts, tops, and dresses. Street photos are captured in
everyday uncontrolled environment (e.g., pose, background).
The evaluation dataset is constructed by items from both street
and shop domain.
Note that in this paper, we deal with the problem that the
clothes in the street scenario are demonstrated in variant poses
while their counterpart shop images are uniformly presented in
the frontal view with white background. Due to the fact that a
majority of the shop images have background in DeepFashion
[24], it is not suitable for our evaluation.
C. Implementation Details
G

Training setup. In the experiments of Stage I, we use λ1 p =
G
10.0, λs p = 5.0 with the Adam optimizer [54]. For Stage II,
Ga
a
a
a
λ1 = 1.0, λG
= 0.04, λG
= 0.04, λG
= 100.0. As to
p
c
a
retrieval, λtr = 1.0 λse = 0.1, λr = 1.0. The initial learning
rate is set to 0.0002. Models are trained with a minibatch of
size 12.
Shape encoder φs . Our network for the shape encoder φs
contains four 2-strided down-sampling convolutional layers,
succeeded by two 1-strided ones, their numbers of filters being
64, 128, 256, 512, 512, respectively. As the goal of the shape
encoder is to capture the overall global structure of the product,
a global average pooling (GAP) is performed on the feature
map and a 512-dim feature embedding φs (I˜Gp ) is extracted
representing the clothing shape.
Appearance encoder φa . The architecture of the appearance
encoder φa is based on the pretrained VGG 19 network on the
ImageNet dataset, which is commonly used as the backbone
of the triplet networks to obtain the identity-sensitive features
[55]. A max pooling layer is utilized to perform the max
pooling operations on two different feature representations.
Finally, the correlated feature after `2 normalization is utilized
as the embedding for retrieval.
Decoder φd . The network architecture of the decoder φd
is composed of five upsampling blocks, the structure of
which is in mirror with the shape encoder φs with stacked
layers of Deconvolution-BatchNorm (BN)-ReLU. The shape
and appearance embedding feature is further performed by
element-wise max pooling operation to obtain the final feature
representation for the street domain image. Note that all the
module is differentiable.
Training scheme. We propose to update the parameters iteratively in a stepwise manner.
Step 1: Appearance encoder training. With the shape encoder
φs and decoder φd fixed, the triplet network is fed with the
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Generator G2
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Fig. 3: Visual quality comparison of the synthesized frontal clothing image. From left to right, we show the input image,
ground truth image, and results from Pix2Pix [32], PG2 [20], PTGAN [19], PA-GAN, and the proposed method.
street image I s , positive image p+ and negative image p− .
The parameters are updated to optimize the loss functions
λse Lse + λtr Ltr . Note that in this step, only the parameters
of the appearance encoder φa are updated. The initial learning
rate is 0.0002. The output feature representation is supposed
to be product-sensitive and semantic-aware.
Step 2: Shape encoder training and appearance encoder finetuning. With the decoder φd fixed, we jointly update the
parameters of the appearance and shape encoder. The initial
learning rate of shape encoder is 0.00001 and are decreased
to 0.1 every 25 epoches.
Step 3: Global fine-tuning. The parameters of all the modules
are training jointly to optimize the loss Ld in Eq. 12. The initial
learning rate is set to be 0.0001. The training of each step is
terminated once the loss converges. We trained 80 epochs, 60
epochs and 50 epochs for the three steps, respectively.

D. Quantitative results
1) Generation: To verify the effectiveness of our proposed
PNAP-GAN in preserving the shape and appearance, we compare with several related works of image-to-image translation
on the fashion area: 1) Pix2Pix [32]; 2) Pose-guided person
image generation (PG2) [20]; 3) Pixel-level domain transfer
(PTGAN) [19]; 4) Pose-appearance generative adversarial
network (PA-GAN). Here PA-GAN is an end-to-end network
which generates the frontal-view shop image based on the
detected ROI of the street image, pose heatmap and gaussian
noise. More specifically, the nework is composed of 1) the pose
encoder with 5 stacks of down-sampling convolutional layers,
2) the clothing encoder fine-tuned from VGG19 network on
the attribute classification task, and 3) the decoder with five
sets of up-sampling layers. The comparison results are shown
in Table II and it can be seen that our proposed method
outperforms them in both of the evaluation metrics.
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Query
Image

Top-5 Returned Results

proposed

Fig. 4: The retrieval results of the proposed method with the standard triplet-based feature (the first row in each example) and
together with the proposed pose-normalized feature (the second row in each example). The correct result is enclosed in the
green bounding box.
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TABLE II: Quantitative evaluation of SSIM and IS on the
LookBook [19] dataset and ablation studies of different losses.
Method

SSIM

IS

Pix2pix [32]
PG2 [20]
PTGAN [19]
DeformGAN [21]
PA-GAN

0.454
0.493
0.393
0.475
0.527

2.837
2.802
2.274
3.208
3.347

Stage I of Proposed PNAP-GAN
w/o pose heatmap
w/o segmentation mask
w/o Ls

0.548
0.441
0.528
0.517

3.022
3.142
3.041
3.004

Stage I+II of Proposed PNAP-GAN
w/o Lc
w/o La

0.567
0.533
0.540

3.538
3.227
3.193
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TABLE IV: Top-20 retrieval accuracy on the WTBI [23]
dataset.
Method

Skirts

Tops

Dresses

AlexNet
WTBI [23]
R. Contrastive [57]
Proposed

11.60
54.60
49.80
50.20

14.40
38.10
47.10
50.40

22.20
37.10
59.20
60.40

parison with [24], [56], we still demonstrate our superiority
in terms when k = 5, 10, 20, 50. This demonstrates the posenormalized representation learnt with the synthesized images
achieves excellent performance at the pose variation.

TABLE III: Mean average precision with different numbers
of top K retrieved items and ablation studies of different
components on the LookBook [19] dataset.
Method

Top-5

Top-10

Top-20

Top-50

Pre-trained VGG19 [51]
Fine-tuned VGG19
Triplet Embedding Network [56]
WTBI [23]
DARN [26]
FashionNet [24]

7.26
17.56
58.71
56.25
58.29
60.14

10.77
23.42
71.55
66.42
68.31
69.77

13.35
31.38
82.11
73.28
75.12
78.45

20.61
42.85
93.81
85.43
86.20
87.64

Ltr
Ltr + Lse
Ltr + Lse + Lr

31.88
62.15
66.97

45.18
72.25
78.89

59.86
82.57
85.55

75.22
91.06
92.20

Fig. 3 presents the visual comparison of our proposed
method and several related methods. It can be seen that our
proposed method can perfectly synthesize the color and shape
of the clothes in Stage I. In Stage II, the deep generator Ga
further generates the fine-details and is superior at preserving
the attributes of clothes, e.g., the patterns (the 1st and 3rd
row), stripes (the 2nd row) and the decorations (the buttons
on the 5th row and the jacket zip on the 6th row) of clothes,
etc. From the 4th and 6th row, we can see that the proposed
method outperforms other approaches at preserving the color
of the clothes.
2) Retrieval: To demonstrate the effectiveness of the learnt
pose-normalized shape and appearance-preserved feature embedding, we compare it with four baselines: 1) pre-trained
VGG19; 2) fine-tuned VGG 19 network and three state-ofthe-art methods: 1) Triplet Embedding [56]; 2) FashionNet
[24]; 3) where to buy it (WTBI) [23]; 4) DARN [26].
Table III demonstrates the retrieval performance in terms of
mean average precision at k (P@k) when k = 5, 10, 20, 50. We
can see that the pretrained VGG19 performs worst since the
task and dataset are different to our clothing image retrieval
application. Fine-tuned VGG 19 performs better because it is
based on the fine-tuned classification network on the clothing
image dataset with attribute annotations. Through the com-

Fig. 4 presents four queries with matched results in the
top-5 ranks using the street images alone and together with
the synthesized image, corresponding to the 1st and 2nd row
of each query, respectively. The results demonstrate that our
proposed approach achieves excellent performance at returning
candidates with matched shape (3rd query), color (2nd query)
and clothing attributes (1st query). For example, the proposed
method is still capable of finding the matched shop image
regardless of the severe shape deformation of dress. Moreover,
it can be seen that our method is robust to the confusing
lighting conditions (e.g. blue light in the 4th query).
As our method is based on the triplet method, the additional
branch is the synthesized part. Our main focus is to evaluate
the importance of the retrieval of the synthesis branch. Therefore, it is expected that our results only slightly outperform
the triplet-based methods. It is certain that by incorporating
modules such as attention modules, the final performance will
further increase. Moreover, one of the important observation
is that by introducing the retrieval modules, the synthesized
image of Stage II can reconstruct more detail information, such
as pattern and logo.
To investigate the performance of the proposed PNAPGAN on different datasets, we experiment with the WTBI
[23] datsaet. The results are shown in Table IV. Because the
method [47] provides the landmark prediction for the upper,
the lower and the full body image, we take three representative
categories of fashion items for evaluation: 1) skirts, 2) tops,
and 3) dresses. From the result, it can be seen that our proposed
method outperforms the other methods in the category-specific
evaluation. Among them, the retrieval of tops clothes has
the largest improvement, partly because the semantic-aware
feature is learnt from the external database with tops, which
is better transferred to the items of the same category. For
the retrieval of skirts, we find that the error in landmark
prediction leads to the slight improvement. The performance
for the skirt category is slightly inferior than [23], partly
due to the following reasons: 1) the skirts with complicated
patterns are difficult to generate. The generated skirts with
unsatisfying image quality degrade the retrieval performance;
2) the landmark detection of skirts is not that accurate as that
of tops.
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Fig. 5: Ablation study of different inputs and losses for clothing image generation.

E. Discussion and ablation studies
We conduct a study to evaluate the importance of the main
components in the proposed image generation model PNAPGAN.
Influence of different inputs and losses. To demonstrate
that the importance of different kinds of the inputs (clothingagnostic representation), including pose heatmap and segmentation mask, the image generation results with different kinds
of inputs are presented in Fig. 5. It can be seen that the
pose heatmap has a significant impact on keeping the shape
unchanged and the segmentation task is helpful in guiding
the network to generate the right clothes. By incorporating
the pose heatmap and the segmentation map into the Stage I,
the quality of the synthesized result is significantly improved.
Moreover, we also conduct the experiments w/o symmetry
loss. From the results, we can observe that it is very helpful
to keep the symmetric characteristics of the clothes.
Two-stage vs. one-stage. In addition, we demonstrate the
advantage of our two-stage image generation block over the
one-stage model in Table II. For denotation simplicity, we
denote the image generation results with one stage as Stage I of
Proposed PNAP-GAN and the results with two stages as Stage
I + II of Proposed PNAP-GAN. To allow fair comparison, we
also compare with Pose-Appearance Generative Adversarial
Network (PA-GAN), which generates the synthesized image
in an end-to-end manner. From the results, it can be seen that
by disentangling the pose and appearance into separate stages,
the quality of the synthesized image is greatly guaranteed.
Ablation study of retrieval. To analyze the importance of
our designed clothing image retrieval pipeline, we conduct
the ablation study to verify the importance of each individual
loss on the feature learning of different domains. The different
variations of the retrieval module are denoted as below: 1)
triplet embedding network with VGG 19 as the backbone,
denoted as Ltr , which is the standard pipeline as shown in
[56]; 2) triplet network as the main task and the semantic
embedding as the auxiliary task, denoted as Ltr + Lse ; 3) the
integration of the decoder, denoted as Ltr + Lse + Lr . From
the comparison results shown in Table III, we can see that the
joint training of shape and content encoder greatly improves
the results. And the incorporation of the reconstruction loss

Lr in the decoder, the results can be further improved.
V. C ONCLUSION
We have presented a coarse-to-fine pipeline to synthesize
the frontal-view shop images conditioned on the street human
image and developed the pose-normalized feature for streetto-shop clothing retrieval. Our framework performs the image
generation task in a step-wise manner and preserves both shape
and appearance of the clothes. In contrast to prior works which
merely capture the product sensitive but pose-variant features,
our method utilizes the generated frontal-view clothing images
together with the original street images to jointly learn the
pose-normalized feature. Extensive experiments conducted on
the dataset demonstrate the superiority of our method on the
image generation and retrieval tasks.
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